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Aalto University, School of Science
Dept. of Information and Computer Science
P.O. Box 15400, FI-00076 Aalto, Finland
Email:

Yin Wang
Facebook
1 Hacker Way, Menlo Park, CA 94025 USA
Email:

George Forman
1501 Page Mill Rd.
Palo Alto, CA 94304 USA
Email:

Publisher:

Otto-von-Guericke University Magdeburg
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Preface

Data streams, online learning and adaptation to concept drift have become important research
topics during the last decade. Data arrives in a stream in real time and needs to be mined
in real time. In spite of the popularity of the research, truly autonomous, self-maintaining,
adaptive data mining systems are rarely reported.

The workshop on Real-World Challenges for Data Stream Mining (RealStream) is organised
in conjunction with ECML/PKDD 2013, the European Conference on Machine Learning and
Principles and Practice of Knowledge Discovery in Databases, and to be held on the 27th of
September 2013 in Prague, the Czech Republic. The objective of the workshop is to provide a
forum for researchers and practitioners to discuss real-world challenges for data stream mining,
identify gaps between data streams research and meaningful applications, as well as define new
application-relevant research directions for data stream mining.

The workshop covers such topics as challenges and lessons learned from mining real-world
data streams, online data preparation and pre-processing, assessing reliability of incoming data,
dealing with realistic data and workflows, end user participation to varying degrees, inter-
active user feedback for adaptive learning, reliability of feedback, availability and delay of
feedback, integrating expert knowledge into data stream models, moving from data stream
algorithms towards data stream tools, improving usability and trust, developing autonomous,
self-diagnosing data stream tools, scalability of data stream mining systems. For further in-
formation about the workshop and related activities please refer to the workshop website at
https://sites.google.com/site/realstream2013/.

We would like to thank many people who contributed to the success of this event. Partic-
ularly, we are thankful to all the authors for their interest in the workshop and for submitting
their contributions, all PC members for publicising the workshop and providing timely and
constructive reviews for the submitted papers. Our special thanks are to Dr. Vincent Lemaire
who kindly agreed to give an invited talk on “Real World Issues in Stream Classification”.

The workshop proceedings include ten peer-reviewed extended abstracts accepted for presen-
tation at the RealStream workshop out of fifteen valid submissions. We hope you enjoy reading
them. We are looking forward for an interesting workshop and to meeting you in Prague!

2nd of September 2013 The Co-Chairs of the RealStream Workshop,

Georg Krempl
Indrė Žliobaitė

Yin Wang
George Forman

https://sites.google.com/site/realstream2013/
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Real World Issues in Stream Classification

Vincent Lemaire1

Orange Labs, France
vincent.lemaire@orange.com

Abstract. Statistical learning provides numerous algorithms to build
predictive models on past observations. These techniques proved their
ability to deal with large scale realistic problems. However, new domains
generate more and more data. This large amount of data (the buzz “big
data”) can be dealt with using batch algorithms (parallelized . . . ) if the
paradigm to store the data is realistic. But sometimes data are only
visible once and need to be processed sequentially. These volatile data,
known as data streams, come from telecommunication network manage-
ment, social network, web mining, to name a few. The challenge is to
build new algorithms able to learn under these constraints. The aim of
this presentation will be to present several studies and research topics
at Orange1 focusing on “supervised classification in data streams”, with
the idea to stimulate a discussion on “the real issues”.

1 See http://www.orange.com/en/home
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High-Throughput Continuous Clustering of
Message Streams

Oiśın Boydell, Marek Landowski, Guangyu Wu, and Pádraig Cunningham

Centre for Applied Data Analytics Research (CeADAR), University College Dublin,
Belfield, Dublin 4, Ireland

{firstname.lastname}@ucd.ie
Abstract. Continuous streaming data is commonplace across a wide
range of domains and industries, and analysing these often high volume
data streams in an on-line, low latency and scalable way can be challeng-
ing. We present a continuous clustering system for topic detection and
monitoring in high-throughput message streams. A parallel implementa-
tion of sequential leader clustering runs on the Storm1 stream processing
framework to achieve scalable performance for real world applications,
which we demonstrate for live topic detection in Twitter message data
and for spam identification in SMS data streams.

1 Introduction
Clustering is a core technique which is commonly used for many diverse data
mining tasks across different domains. A relevant example for streaming data
is the detection of emerging topics in message streams. The ability to monitor
discussion topics in a social media message stream, or detect which types of
content are flowing through a communications network can be highly useful
for understanding public opinion and interest, detecting and filtering spam and
enabling a service owner to understand what content is passing through their
infrastructure.

Applying clustering to streaming data presents a number of challenges when
compared with traditional off-line, batch clustering. Firstly, high clustering ac-
curacy is harder to achieve due to the constraints of processing continuous data
streams. Multiple passes over the data by a clustering algorithm and an iterative
process of cluster refinement are not possible. Secondly, the performance of the
clustering algorithm must be able to handle the required data throughput, as a
live data stream cannot be ‘paused’ while the clustering algorithm catches up. In
real world scenarios, throughput is not constant and scalability is a concern: both
in terms of scaling up to accommodate increased throughput and also scaling
back down to conserve resources. Thirdly, any overview of the cluster informa-
tion needs to convey the continuous and evolving nature of the data stream, a
static snapshot of the clusters cannot represent any temporal fluctuations.

Our continuous clustering system for topic detection and monitoring is de-
signed for high-throughput real world streaming data with particular emphasis
on low-latency performance and scalability. We have developed a parallel imple-
mentation of the Sequential Leader Clustering (SLC)[1] algorithm implemented

1 http://storm-project.net/
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on Storm, the open source scalable data stream processing framework. In the
next section we describe our approach in detail along with an overview of Storm
and locality sensitive hashing (LSH), a core technique underpinning our parallel
SLC implementation.

2 System Description
Although there are a number of algorithms specifically designed for cluster-
ing streaming data [2–4], the majority have not been developed with high-
throughput and scalability as a primary concern. We have focussed on SLC
which is computationally efficient, requiring only a single pass over the data and
thus is applicable for continuous streaming data. SLC is not as precise or accu-
rate over complex data as some more advanced algorithms, however it performs
well for clustering items where set similarity measures such as Jaccard similarity
are effective, as is the case with short text message content which is represented
as a ‘bag of words’. Furthermore, we are able to parallelise and distribute the
SLC algorithm by using LSH.

In LSH, items are hashed so that similar items (according to some similarity
measure) produce the same hash values. This differs from the conventional use
of hash functions: LSH aims to maximise the probability of collisions between
similar items rather than avoid collisions. There are a number of variations of
LSH for approximating different similarity metrics, we employ minHashing [5]
which approximates Jaccard similarity. We generate multiple hash values for
each message which allows us to control the error rate of the approximation.

This allows us to process and cluster messages arriving in the data stream
at different nodes in parallel in a distributed computing environment without
having to share and synchronise a master view of the current clusters between
nodes. Messages which are similar, i.e. share hash values, and hence belong
to the same cluster, are routed to the same node where cluster membership
and statistics can be reported independently of the other processing nodes. The
system can be horizontally scaled by adding or removing processing nodes to
increase or decrease message processing capacity to match the throughput of
the incoming data stream.

Our parallel version of SLC is implemented in Storm as a topology of inter-
connected processing units that together execute an algorithm continuously over
the incoming data stream. Each processing unit or bolt, can receive, transform
and then emit data to other connected bolts downstream in the topology. Storm
runs on a computing cluster of networked machines and topologies are automati-
cally distributed across the underlying physical infrastructure in order to reduce
network hops and maximise individual processor usage and a key strength is its
high throughput, high volume processing capability which matches our continu-
ous clustering requirements.

3 Applications and Performance
Detecting topics and trends in Twitter messages is a fertile area of research
with many academic publications [6, 7] and companies2 active in this area. Our

2 http://analytics.topsy.com, http://socialmarketanalytics.com
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continuous clustering approach is a good match for this task and is well suited
to the high throughput, highly variable Twitter stream. It is reported that over
500 million tweets are posted on Twitter per day3. Although access to the raw
Twitter firehose is not available to us we were able to gather a large dataset of
randomly sampled tweets which were collected over a number of months. These
tweets can then be replayed at an accelerated rate to replicate a much higher
message throughput.

Our continuous clustering system is deployed on a Storm cluster comprising
three worker machines (each a 12 core Intel processor with 64GB RAM) with
the clustering output being written to a Redis in-memory key/value store cache.
An animated live visualization of the clustering is dynamically generated from
the Redis cache and an illustrative screen shot is shown in Figure 1. During
performance testing we found that we could process, cluster and continually
output the cluster results for over 3.4 million messages per minute (over 55,000
per second). Furthermore the system can be easily scaled by adding additional
machines to the Storm cluster and we expect that further system tuning and
configuration will achieve even greater throughput.

Fig. 1. Screen shot of the Twitter topic detection application interface. Each circle’s
radius and colour represents the cluster size and mousing over a specific cluster shows
additional information. Radius and colour could also be used to convey other informa-
tion such as cluster growth rate or recency. The visualization continually updates as
the data stream is processed.

Another application area is spam identification in SMS (text message) streams.
As with other spam types, SMS spam tends to follow certain patterns such as

3 http://www.telegraph.co.uk/technology/Twitter/9945505/Twitter-in-
numbers.html
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large volumes of similar or identical messages being sent to multiple subscribers
over a short time period. The general message format and content may not have
appeared in previous attacks and detecting an emerging attack while also being
able to analyse the message content in order to block it at an early stage is of
great benefit to network operators. Our real-time continuous clustering approach
facilitates this early detection of spam by identifying emerging clusters of similar
messages. The ability to report specific cluster behaviours such as fast growth
rate can then be used to trigger whether further manual verification is required.
Similarly to Twitter and other real world message streams, SMS streams in large
mobile networks may carry thousands of messages per second and our parallel
and scalable approach can handle these volumes in near real-time. We are cur-
rently evaluating the spam identification use case with a large real world SMS
dataset provided by one of our industry partners and initial results show that
spam attacks are being accurately clustered and detected by our system.

4 Conclusions and Future Work
We have presented a continuous clustering system for topic detection and mon-
itoring in high-throughput message streams, and have given an overview of two
specific applications. The research is still in its initial stages and a number of ar-
eas for future work have been identified including implementing other similarity
metrics using locality sensitive hashing, clustering other types of data in addi-
tion to text, investigating alternative ways of reporting live clustering output for
different tasks, undertaking further performance evaluation and exploring other
potential application areas and domains.

Acknowledgements. We would like to acknowledge the support of our industry
partner AdaptiveMobile, and to thank Enterprise Ireland and IDA Ireland for
funding this research.
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Real Time Event Monitoring with Trident

Igor Brigadir, Derek Greene, Pádraig Cunningham, and Gavin Sheridan

Clique Strategic Research Cluster, University College Dublin
igor.brigadir@ucdconnect.ie,{derek.greene,padraig.cunningham}@ucd.ie,

gavin.sheridan@storyful.com

Abstract. Building a scalable, fault-tolerant stream mining system that
deals with realistic data volumes presents unique challenges. Consider-
able work is being done to make the development of such systems simpler,
creating high level abstractions on top of existing systems. Many of the
technical barriers can be eliminated by adopting a state-of-the-art inter-
face, such as the Trident API for Storm. We describe a stream mining
tool, based on Trident, for monitoring breaking news events on Twitter,
which can be extended quickly and scaled easily.

Keywords: Stream Processing, Trident, Storm, Event Monitoring

1 Introduction

Recently there has been a significant shift online towards the task of content
curation for online journalism. Media agencies such as Storyful1 can now break
or cover stories as they evolve by leveraging the content produced on social
media platforms such as Twitter. However, given the massive volume of content
produced by users of these platforms on a daily basis, the task of extracting
content that is relevant to individual real-world news events presents a number
of challenges. In particular, mining streams of this scale in real-time requires the
adoption of new data processing frameworks and data mining algorithms.

In this paper, we present a new system for real-time monitoring streams of
tweets to cluster relevant tweets around news events. In Section 3, we describe
an initial application of this system in the context of breaking news on Twitter,
and evaluate the usefulness of gathered tweets by allowing a journalist from
Storyful to rate the relevancy of the resulting clusters with respect to six major
news events from 2013. Based on this evaluation, we highlight specific issues that
make the Twitter event monitoring task particularly difficult. We conclude in
Section 4 with suggestions for future work to overcome these issues.

2 System Description

Our proposed stream monitoring system is built upon Storm[6], an open source
framework for real-time distributed computation and data processing2. From an

1 http://www.storyful.com
2 http://storm-project.net
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architectural perspective, the topology of a Storm system is formed from directed
acyclic graphs containing two fundamental node types: “spouts” and “bolts”.
Spouts produce tuples of data as their output, while bolts perform operations
on tuples they receive as inputs.

“Trident” is a high-level abstraction framework for computation on Storm.
As with the core Storm API, Trident uses spouts as the source of data streams.
These streams are processed as batches of tuples partitioned among workers
in a cluster. Trident provides means for transforming and persistently storing
streams. The framework handles batching, transactions, acknowledgements, and
failures internally. Tuple processing follows an “exactly once” semantic, making
it easy to reason about processes, apply functions, filters and create aggrega-
tions from streams of tuples. Developing a fault tolerant, scalable stream mining
system can be time consuming, but most implementation and deployment chal-
lenges can be avoided by using the Trident API and supporting software.

To cluster tweets, we have implemented two variations of a single pass al-
gorithm suitable for streaming data. The first is the standard sequential leader
clustering algorithm [3], a simple incremental approach that divides a dataset
into k non-overlapping groups such that, for each group there is a “leader” data
point and all other data points have similarity ≤ τ to the leader. The second
algorithm is a variation of this approach, which is described in Algorithm 1 and
which we refer to as moving leader clustering. The moving leader approach at-
tempts to capture new developments in a news story over time. Both algorithms
use cosine similarity between tweets in the context of our proposed system.

Data: Stream of tweets; User assigned initial tweet leaders
Result: Sets of tweets attached to leaders
while A tweet Leader exists do

Compare new tweet similarity to leaders;
if Sim > NewLeaderThreshold then Assign tweet as new Leader;
else if Sim > InclusionThreshold then Include tweet in Set;
else Discard Tweet;

end
Algorithm 1: Moving Leader Clustering algorithm.

3 Evaluation

The public stream of tweets is generally useful for global trend detection and
tracking, but is not so useful for tracking developing news stories, as it generally
contains too many irrelevant messages for this task. As a solution, a set of about
20,000 “newsworthy” accounts has been curated and maintained by Storyful,
which provides a useful filter. In our evaluation, we monitor a stream of tweets
produced by this set of accounts. Filtering of this type vastly reduces the volume
of spam tweets, and can help balance under represented groups of users.

Tweets have several characteristics that create challenges for traditional text
analysis. Messages are very short (impacting term frequency), often contain mis-
spellings or abbreviations, words are sometimes concatenated - especially in hash
tags, punctuation is sparse (making tokenisation a challenge). Twitter specific

Real Time Event Monitoring with Trident RealStream 2013
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Event Tweets Streamed Clustered Leader Changes

North Korean nuclear test 21,436,958 56,845 8,833
Chelyabinsk meteor 21,782,200 66,287 3,506
Pope Benedict to resign 17,260,343 19,036 2,654
Death of Hugo Chavez 11,276,989 45,197 3,356
Cyprus EU bailout 6,879,389 13,329 85
Canada exits UN convention 4,942,253 1,832 17

Table 1. Data for set of six news events from February and March 2013.

terms (@mentions, “RT”, “via”) and emoticons using unicode characters can
also cause problems with automatic language detection. Prior to clustering, each
tweet is stripped of these entities and English stop-words, and a corresponding
term frequency vector is created. Tweets are also assigned a density score, which
attempts to quantify the quality of a tweet, and promote longer, more informative
tweets. Tweet density is the sum of term frequencies of non stopwords, divided
by the number of stopwords they are apart, squared [1]. Tweets with a density
score less than the query tweet were discarded. The density filter effectively re-
moved short tweets that would otherwise be assigned very high similarity scores.
For each event, 24 hours of tweets posted after the query tweet were streamed.

3.1 Results

To evaluate the two clustering algorithms described in Section 2, we examined
their ability to find future relevant tweets for the six news events listed in Table 1,
based on the provision of a single query “seed tweet”. For each story, the first
30 tweets posted after the seed tweet and ranked by the system, were presented
to a journalist. These tweets would typically represent the first few minutes of
a breaking story, when need for information is greatest. A Storyful journalist
manually provided relevancy judgements on a scale of 1 for a timely and useful
tweet, 0 for a relevant tweet, and -1 for an irrelevant tweet. Quality of the
results is based on the popular normalised discounted cumulative gain measure
[4], as this measure reflects information usefulness for a journalist, discounting
irrelevant and low ranking results. A summary of the scores achieved by both
clustering techniques is shown in Fig. 1.

The moving leader approach was more suited to evolving stories, such as the
bank bailout in Cyprus. However, constantly changing the leader in the cluster
can impact results negatively, especially as users post more personal reactions
after unexpected events, such as the resignation of the pope. The “Canada exits
UN convention” story was interesting as it received very little attention overall.
The scores for this story were low, however - the moving leader variant was able
to retrieve the small number of relevant tweets.

The sequential leader was found to be more conservative, and better suited
for gathering similar content for stories that do not develop beyond an initial
announcement. There is also less chance of the cluster drifting off-topic, due to
leader changes. Overall, the sequential leader clustering approach tended to cap-
ture many relevant, but near duplicate tweets, as was the case with the Meteor
story - there were no tweets in this cluster that were useful for a journalist.

Real Time Event Monitoring with Trident RealStream 2013
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Fig. 1. nDCG at k tweets for both clustering methods, for six different news events.

4 Future Work

Specifics of tweets mean that term frequency-based similarity measures will of-
ten capture redundant information, and fail to explore related topics associated
with a query. While the moving leader approach captured slightly more relevant
tweets, performance on different types of events varied. We plan to investigate
alternative ways of expanding tweet clusters around stories, and how topics as-
sociated with a news story change over much longer periods of time [2]. Other
aspects of the data that are not fully explored involve the social connections
between users. News stories tend to form unique collections of users that ac-
tively follow a story [5]. Following other interactions from these users could be a
means to expand original queries, or to discover novel insights into an event. The
next key component of our event monitoring system is an approach to summarise
news events, based on the selection of a subset of key tweets from a given cluster,
which serves to describe the evolution of an event as it unfolded on Twitter.

Acknowledgments. This publication has emanated from research conducted
with the financial support of Science Foundation Ireland (SFI) under Grant
Number SFI/12/RC/2289.
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Classifiers for Concept-drifting Data Streams:

Evaluating Things That Really Matter

Dariusz Brzezinski⋆ and Jerzy Stefanowski

Institute of Computing Science, Poznan University of Technology
{dariusz.brzezinski,jerzy.stefanowski}@cs.put.poznan.pl

1 Problem statement

When evaluating the performance of a classifier for concept-drifting data streams,
two factors are crucial: prediction accuracy and the ability to adapt.
The first factor could be analyzed by a simple error-rate, which can be cal-

culated using a holdout test set, chunks of examples, or incrementally after each
example [1]. More recently, Gama [2] proposed prequential accuracy as a means
of evaluating data stream classifiers and enhancing drift detection methods. For
imbalanced data streams, Bifet and Frank [3] proposed the use of the Kappa
statistic with a sliding window to assess the classifier’s predictive abilities. How-
ever, all of the aforementioned measures, when averaged over an entire stream,
loose information about the classifier’s reactions to drifts. For example, an algo-
rithm which has very high accuracy in periods of concept stability, but drastically
looses on accuracy when drifts occur can still be characterized by higher overall
accuracy than an algorithm which has lower accuracy between drifts, but reacts
very well to changes. If we want our algorithm to react quickly to, e.g., market
changes, we should choose the second algorithm, but to do so we would have to
analyze the entire graphical plot of the classifier’s prequential accuracy, which
cannot be easily automated and requires user interaction.
To evaluate the second factor, the ability to adapt, separate methods are

needed. Some researchers evaluate the classifier’s ability to adapt by comparing
drift reaction times [4]. It is important to notice that in order to calculate reaction
times, usually a human expert needs to determine moments when drifts start
and stop. To automate the assessment of adaptability, Shaker and Hullermeier [5]
proposed an approach, called recovery analysis, which uses synthetic datasets to
calculate a classifier’s reaction time. A different evaluation method, which uses
artificially generated datasets was proposed by Zliobaite [6]. The author put
forward three controlled permutation techniques that create datasets which can
help inform about the robustness of a classifier to variations in changes. However,
approaches such as [5], which calculate absolute or relative drift reaction times,
require external knowledge about drifts in real streams or the use of synthetic
datasets and, therefore can only be used offline. Furthermore, reaction times
are always calculated separately from accuracy which makes choosing the best

⋆ This work was partly supported by the Polish National Science Center under Grant
No. DEC-2011/03/N/ST6/00360.
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classifier a difficult task. Similarly, controlled permutations require generating
artificial datasets and, thus, are limited to use offline, during model selection
rather than on deployed models working online on real streams.
The number of discussed approaches shows that the evaluation of data stream

classifiers is an important topic and there is a need to develop new methods
specifically for non-stationary environments. However, all of the proposed eval-
uation measures concentrate on a single factor instead of combining informa-
tion about accuracy and adaptability. Furthermore, many methods require the
creation of artificial datasets or complex user interaction, which makes these
methods difficult to use online, on a deployed data stream classifier. With these
challenges in mind, we propose a new aggregated measure, which:

– combines information about accuracy and adaptability
– works online and does not require the creation of artificial datasets
– can be averaged over an entire dataset
– can be parametrized according to application-related costs, which define the
importance of accuracy compared to drift reactions

2 Method

Methods for evaluating drift reaction times are calculated based on moments in
the stream when a classifier starts to recover or fully recovers after a drift. It is
worth noticing that, although the value being measured is usually time, it is the
classifier’s predictive ability that determines the moment of recovery. This shows
that a single predictive measure like accuracy can be used to simultaneously
evaluate the classifier’s predictions and ability to adapt.
The main idea of the proposed approach is to differentiate the importance of

predictions made directly after the appearance of a concept drift and predictions
during periods of stability. This can be done by applying a user-defined weight to
predictions during periods after a detected drift. The higher the weight, the more
important predictions of drift concepts will be in the overall evaluation. This ap-
proach is partially inspired by cost-based learning for imbalanced datasets, where
errors made on a minority class example cost more than errors made on examples
from the majority class. In our approach, we treat examples directly after a de-
tected drift as “minority” examples and assign a higher weight. With consecutive
examples, the concept drift slowly becomes a “majority” class and the weight
of examples converges back to a default value. As in cost-sensitive learning, we
assume that the user can estimate the cost of not reacting to changes, i.e., the
average weight of minority examples. By applying different weights to examples
in times of drift and stability, we can combine information about accuracy and
adaptability in a single user-controlled measure, which works online and can be
averaged over the entire stream without the need of creating artificial datasets.
To implement this approach we need to determine the start and end of a

new concept. To detect the start of a new concept we propose to use a drift
detector, which analyzes the stream independently from the classifier(s) which
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will be evaluated. It is worth noting that, depending on the detector being used
the evaluation method will be more appropriate for sudden or gradual changes.
Concerning the end of a new concept, instead of detecting it we propose to
identify the period in which a new concept is still new. In other words, we
want to determine a time window of width d, in which a new concept gradually
transforms into a “majority” concept. We propose to define d as the average
time between previously detected drifts as this value gives the best estimate of
how many examples are necessary to tag a “majority” concept. After determining
periods when predictions should be weighted, we can define a weighting function.
Initially, when first examples arrive and no drift is detected each example has

a weight of 1. When the drift detector signals a drift, the weight of consecutive
examples is changed according to function w(t). Since predictions directly after
drift detection are the most important, we propose to use a non-linear function,
which monotonously decreases to 1 after d examples. There are several functions
that fulfill these requirements, but for the purposes of this paper we propose a
logarithmic function defined as follows:

w(t) = max(−log
e

1
wavg−1

t+ 1 + log
e

1
wavg−1

d, 1),

where t is the number examples after the detected drift, d is the average time
between drifts, and wavg is the average weight of examples during the d period.
One of our goals is to let the user adjust the proposed evaluation procedure

to costs connected with slow reactions to drifts. In the proposed function, this
is done by defining the base of the logarithmic function using a user-defined
parameter wavg. Assuming b is the base of our logarithmic function and wavg

defines the average weight of the d “drift” examples, we calculate the area under
the curve of our logarithmic function and divide it by the number of examples,
which gives us:

1

lnb
+ 1 = wavg,

which allows us to calculate:

b = e
1

wavg−1

An example of the proposed weighting function, implemented using the Drift
Detection Method [1], is illustrated in Fig. 1. The plot presents prequential
accuracies of two classifiers, Dynamic Weighted Majority (DWM) and Online
Bagging (Bag), on a dataset created using the Waveform generator [1]. The
average prequential accuracies for these algorithm are AccDWM = 87.37 and
AccBag = 88.59, which could suggest that Bag is the better algorithm. How-
ever, if we know that the cost of not reacting to changes is three times higher
than a short-term loss in accuracy (wavg = 3), we get Acc∗DWM = 87.38 and
Acc∗Bag = 87.12. Indeed, if we analyze the plot, we can see that DWM reacts bet-
ter to drifts, therefore, if reactions to drifts are of more importance than overall
accuracy, we should choose DWM instead of Bag. As this example shows, the
proposed weighted accuracy does not alter the average accuracy of algorithms
with consistent error rates, but those that deteriorate during concept drifts.
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Fig. 1. Prequential accuracy and corresponding instance weight changes on an example
data stream with two drifts and wavg = 3

3 Discussion

Although the proposed approach seems to satisfy the goals stated in this paper,
several aspects of evaluating classifiers for concept-drifting data streams still
require discussion and examination. What are the possibilities of detecting not
drift, but moments of recovery? Such information would help researchers “catch”
full drifts (even on real streams), analyze them more thoroughly, and propose
better classifier evaluation measures. Another problem lies in the automatic as-
sessment of a captured reaction to drift. What functions are best for modeling the
cost of slow reactions to changes? Finally, to what extent are we capable of au-
tomating the model selection process of classifiers working on real data streams?
As the data gets bigger and faster, are we closer to fully self-monitoring systems
or are we in need of more human intervention than before?
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5. Shaker, A., Hüllermeier, E.: Recovery analysis for adaptive learning from non-
stationary data streams. In: Proc. CORES 2013. Volume 226 of Advances in Intel-
ligent Systems and Computing. Springer (2013) 289–298

6. Zliobaite, I.: Controlled permutations for testing adaptive learning models. Knowl-
edge and Information Systems (2013) 1–14

Stream Classification – Evaluating Things That Really Matter RealStream 2013

13



Analysis of Videos using Tile Mining

Toon Calders2, Elisa Fromont1, Baptiste Jeudy1, Hoang Thanh Lam3
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Abstract. We investigate how mining top-k largest tiles in a data stream
under the sliding window model can be useful for (real-time) analysis of
videos and, in particular, for tracking. We first explain how a track-
ing problem can be cast into a stream pattern mining problem. We then
show some preliminary results on tracking in the particular context where
both the objects and the camera are moving and where the user does
not specify the regions of interest in the first frames of the videos.

1 Introduction

Pattern mining techniques are more and more often used in computer vision
[13, 8, 12] to obtain features that are more discriminative than those extracted
using computer vision algorithms. This is true for example in content-based
images/videos retrieval, indexing, classification, tracking, etc. However, the main
drawback of using traditional pattern mining techniques is their inefficiency when
dealing with huge set of data (for example provided by Google image or Youtube
for videos) or when trying to tackle real-time analysis problems. The data mining
community has been working on the “Big Data” problem for many years coming
up with promising solutions such as stream mining [5, 11]. The aim of this paper
is to explain how stream mining could be used for (real-time) analysis of videos
and, in particular, for tracking.

Many ongoing research works concerning object tracking in videos [1, 9] make
strong assumptions about the objects to track (people, car, etc.) which can be
modelled in advance, or about the tracking context (stable background, object
moving in a single direction, stable lighting conditions, etc.) to perform an ef-
ficient tracking. Being able to introduce an unsupervised method which would
i) track objects in difficult conditions (moving cameras, multiple objects) and,
ii) automatically detect the interesting objects to track (assuming that they are
the main focus of the video) could be of great interest for the vision community.

2 Transforming a Video Into a Stream Mining Problem

The first problem when trying to cast a video analysis problem into a pattern
mining problem is to find the relevant features to mine (items, sequences, graphs)
and the method to construct them.
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Fig. 1. Frame of a video and its corresponding RAG from a (static) segmentation.

2.1 Describing a Video

The first step is either to segment the frames and to consider only description of
regions or, to find interest points in the frames and rely on geometrical structure
to connect them [3, 2]. We will focus on the first solution. We propose two types
of frame segmentations. The first segmentation (static) is done independently
on each frame using the algorithm4 presented in [7]. This algorithm has three
parameters for which we use the default values. The second segmentation is
the (dynamic) video segmentation algorithm5 presented in [10]. This algorithm
outputs regions that are identified through time, i.e, it provides a correspondence
between regions in different frames.

2.2 Constraint-based Itemset Mining

We associate an item to each segmented region. The second type of segmentation
seems more appropriate since the matching between regions of two consecutive
frames ensures that a given item will be as stable as possible over time (of
course, if the region completely disappears or changes too much, the item will
also disappear). A transaction is thus the set of items that appear in a given
frame. We assume that the object to track is frequent in the videos (i.e. that the
video particularly focuses on it). An interesting problem to solve is thus to find
the set of items that appear frequently over a video as fast as possible. This can
be seen as a stream mining problem (possibly using a sliding windows model).
To obtain meaningful patterns, a number of constraints can be added. Firstly,
to avoid redundancy between patterns, we only mine closed patterns. Secondly,
since small regions are often frequent, we impose to mine large frequent closed
itemsets, i.e, large tiles in the stream. Finally, to follow a particular object, we
can impose spatio-temporal constraints on the items which compose the tiles.

2.3 Constraint-based Graph Mining

In this case, for all segmented frame of the video, we create a region adjacency
graph (RAG) [4]. In RAGs, the barycenters of the different regions in a frame

4 http://www.cs.brown.edu/∼pff/segment/
5 http://www.videosegmentation.com
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Fig. 2. top-1 tile returned for a given
frame by a stream tile mining algo-
rithm for a window size of 500 frames.

Fig. 3. top-30 star-shaped tile returned
for a given frame by a stream tile min-
ing algorithm for a window size of 300
frames.

are the nodes of the graph, and an edge exists between two nodes if the regions
are adjacent in the frame. Fig.1 shows a RAG constructed from the regions of a
frame of our example video. A video is thus represented as a sequence of graphs
(or a dynamic graph). An interesting object might be a frequent subgraph in
this sequence. Again, spatio-temporal constraints can be added to link graphs
from one frame to another. This problem has been tackled in [6] but the pro-
posed solution is still far from real-time. Casting this problem into an efficient
graph stream mining problem would be more valuable for the computer vision
community.

3 Preliminary Results

We worked on a real video made of 5619 frames (4̃ minutes). This video is shot
from a car while following another car (the main object). In this video the main
object goes out of the field of view, its scale and the global illumination change
over the video which often confuses the segmentation algorithm.

We applied a stream top-k tile mining algorithm with a sliding window
model on the segmented video (using the “dynamic” segmentation) and using
the constraint-based itemset mining setting presented above. We printed for each
transaction Tt, happening at time t, the top-1 tile of the windowWt (the windows
that ends in transaction Tt). This top-1 tile might change at each transaction.
The top-1 tile, as shown in Fig. 2 (each region part of this tile contains a white
point) often contains regions on the car but also some regions on the background
especially the sky and the road which are very frequent. Note that under this
setting, the items which belong to a tile are not necessarily connected. Besides,
when the car is slowing down, all the regions become frequent and points appear
everywhere in the frames. It means that the recall of this algorithm is high but
the precision is low. A possible solution to increase this precision would be to
encode the adjacency information encoded in the RAG. Without any structural
limitations, our problem would be equivalent to mine general graphs which is
computationally expensive. To ensure this connectivity at a lower computational
cost, we restrict, in a second experiment, the graph to be star-shaped. Moreover,
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the tiles in the top-k are often very similar and only differ by one or two items,
thus, when mining for the top-k largest star-shaped tile, we impose each top-k
tiles to have a different center. Experiments as shown in Fig. 3 shows that we get
visually more relevant tiles but this structure is also unsatisfactory as it favors
large regions with many adjacent ones (such as the sky and the road again).

Both these experiments show that this method is promising (although we did
not yet have a quantitative evaluation of the extracted tiles quality w.r.t object
tracking) but a number of relevant constraints should be added to the stream
tile mining algorithm to be able to separate the main objects from persistent
background even if the background is slowly changing over time. Besides, without
focusing much on the algorithm, these mining experiments are still far from done
in real time (for this video, they both need more than an hour to be completed).
All these problems will be tackled in future work.
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Abstract. EDF3 hires special contracts with costumers to flatten the
consumption peaks. Smart meters are able to record consumptions and
will be set up over 35 millions households. In this paper, we highlight
the interest of early classification for detecting the households which
probably contribute to the evening peak. The proposed approach is based
on a collection of classifiers. In our experiments, we “early classified” the
consumption of 1000 irish households and we obtained promising results.

Keywords: Early Classification, Smart Grid, time series, MODL

1 Introduction
The french electrical grid is being modernized by exploiting information and
communications technology. One objective of the emerging “smart grid” is to
coordinate the electrical demand in order to flatten the consumption peaks and
to limit their impact on the environment. The “smart meters” will be set up
within a few years and are able to record the individual power consumptions in
real time. EDF3 increasingly needs online analysis of time series, for instance to
improve the maintenance of its industrial equipments [1]. This article deals with
the ability of EDF to flatten the consumption peaks by hiring special contracts
with the customers. The price of electricity may vary over time which aims at
modulating the demand. The early detection of the households which contribute
to the evening peaks is an important issue for EDF. Our objective is to wisely
target the customers for whose the electricity price may be modified during
the day. We propose to address this problem by applying an early classification
approach on individual electricity consumptions (see Section 2). In Section 3 our
approach is applied on 1000 irish households characterized by their electricity
consumptions. At last, future works are discussed in Section 4.

2 Related work and proposed approach

Related work : “Early classification of time series” consists in training a classifier
which is able to make a prediction on uncompleted time series. In others words,

3 EDF (Electricité de France) is the main french electricity provider.
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the objective is to make the predictions as soon as possible on incoming time
series, while controlling the error. Among the recent related papers, A. Bregon
[2] applied a KNN classifier on uncompleted time series, and Z. Xing [3] proposed
a ”Shapelets” based approach which compares the uncompleted time series with
”typical subseries”. As described in this section, our approach exploites several
classifiers dedicated to each instant of the day.

Modeling choices : We assume the smart meters generate daily consumptions as
time series composed by 48 measuring points (each 30 minutes). A specific time
period corresponding to the daily peaks is exploited to label the training dataset.
The class values “high consumption” and “low consumption” describe the con-
tribution of a given household to the peak of a specific day. Each time series is
automatically labeled by comparing the cumulative consumption between 6:00
pm and 8:00 pm to a threshold. In our application context, there is no rule for
determining this threshold. Thus, it seems interesting to define this threshold by
varying the labeling percentage of ”high consumption” examples. Our objective
is to asses the influence of this threshold on the quality of the classifier.

General schema : Our approach is based on several classifiers trained in paral-
lel. Each classifier corresponds to one instant of the day before 6:00 pm. Con-
sequently, 36 classifiers are trained for each household. These classifiers do not
exploit the same explicative variables which correspond to the measuring points
of individual consumptions. In the context of the smart grid the data is contin-
uously generated, so online learning approaches are particularity relevant. Our
approach uses historical data to train the classifiers off-line and the early predic-
tions are conducted online. The progressive arrival of the time series is simulated
by hiding the forthcoming measuring points : the input of the current classifier
is only composed by the previous measuring points up to the current instant. In
practice our approach would be difficult to be deployed, because the training of
36 classifiers for 35 millions households should be implemented in a distributed
way. Furthermore, in our experiments the measuring points of the previous days
are not exploited by the classifiers. We consider our approach as a baseline to
be compared with alternative early classification algorithms. Our objective is to
bring out the interest of early classification in the context of the smart grid.

The MODL supervised discretization approach : In this paragraph we present
the classifier which is exploited for our experiments. The MODL4 approach was
chosen because : i) it is devoid of prior knowledge; ii) it is robust to the out-
liers; iii) it avoids the over-fitting; iv) it is parameter free; v) it asymptotically
estimates any conditional density. The supervised discretization of a continuous
variable consists in estimating the conditional distribution of classes owing to a
piecewise constant estimator. The MODL approach [4] turns the discretization
into a model selection problem. First, a family of discretization models is defined.
The parameters of a discretization model are the following : the number of inter-
vals, the bounds of intervals and the number of examples belonging to each class

4 MODL (Minimum Optimized Description Lenght)
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into each interval. A prior distribution P (M) is defined over the family of mod-
els. This prior exploits the hierarchy of the model parameters : the number of
intervals is first defined, then the bounds location and last, the conditional distri-
bution are described in each interval. All possible values of model parameters are
considered as equiprobable at each level of the hierarchy. A Bayesian approach
is applied to select the best model, that is defined by maximizing the probabil-
ity P (M |D) of the model M given the data D. Exploiting the Bayes rule, and
since the probability P (D) is constant under varying the model, this amounts to
maximizing P (M)P (D|M). This approach leads to an analytical evaluation cri-
terion. The optimization of this criterion defines the most probable model given
the data. This approach is intrinsically regularized, a compromise is naturally
reached between the complexity of the models and their generalization ability.
For our experiments we use a selective naive Bayes classifier provided with the
MODL supervised discretization. This approach selects a subset of informative
variables in order to maximize the quality of the classifier. Numerous compara-
tive experiments indicate that this classification approach provides good results
in practice and avoids over-fitting [4].

3 Experiments

Real data : We exploite a real dataset5 provided by the Irish CER which contains
the individual consumptions of 6000 households during 500 days, sampled each
30 minutes. We chose to process the data separately for each household, and we
formated this dataset into daily consumption containing 48 measuring points.

Experimental protocol : The training set (70% of the data) and the test set
(30% of the data) are constituted by randomly chosen daily consumptions in
order to limit the impact of potential non-stationarities. For instance, these
non-stationarities can be due to the relocation of a customer, a new electrical
device, a change of behavior ... etc. For each household, the data is repeatedly
labeled by varying the proportion of “high consumption” between 8% and 50%.
Then, several naive Bayes classifiers (described in Section 2) are trained for each
instant of the day and for each value of the classes proportion.

Evaluation criterion : For a single household, the quality of the early classifier
over time is represented by the AUC6 plotted on each instant of the day. Then,
the ALC6 [5] which integrates the AUC over time is exploited to evaluate the
earliness and the quality of the classifier.

Results : The households with a large value of ALC can be early detected as
participating (or not) to the evening peak. The ALC criterion evaluates the
earliness of the detection of the households which contribute to the evening peak.
The most predictable households are particularly interesting for EDF to hire
special contracts. The left chart of Figure 1 gives an example of a single household
and plots the AUC of the classifiers depending on the instant of the day. The

5 CER (Comity of Energy Regulation) Smart Metering Trial Data Publication. 2012
6 AUC (Area Under ROC Curve), ALC (Area under Learning Curves)
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AUC reached at 5:00 am is close to the final AUC obtained at 8:00 pm. This
household is particularly “early predictable”. The right chart of Figure 1 plots
the average ALC obtained over 1000 households depending on the proportion
of the “high consumption” class (which varies the labeling threshold). This plot
shows an optimum when 15% of examples are labeled by the class value “high
consumption”. EDF is mostly interested by high levels of consumption which
corresponds to low proportion of “high consumption” labeled examples.

Fig. 1. AUC over time for a single household, and average ALC according to the labeling threshold

4 Conclusion

In this paper, we early classified the individual consumptions of 1000 households,
for each a collection of 36 classifiers is exploited corresponding to the instants of
the day. We showed the interest of early classification of time series : it allows
EDF to target the predictable customers and to early detect the high levels of
consumption during the day. In practice, our approach could be easily distributed
but its time complexity should be reduced to be reasonably applied on 35 millions
households. Future works will be done on alternative early classification methods.
The representation and the compression of time series will be studied.
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1 Introduction

Recent years have witnessed the emergence of a whole new set of applications involving
data streams made of pairs (xt, yt), where the “answer” or true label yt is revealed
(sometimes long) after the input xt. When learning from data streams, it is necessary
to rely on on-line learning with the capability to adapt to changing conditions a.k.a.
concept drifts. Previous works have focused on means to detect changes and to adapt
to them. Ensemble methods relying on committees of base learners have been among
the most successful approaches.

Most adaptive strategies operate either by passively tracking the evolving concept
or by using an explicit detection mechanism of concept changes before launching an
adaptation or relearning process. However, better learning strategies may take advan-
tage of the examination of the history of past concepts in order to anticipate likely future
changes or to recognize when a past concept recurs. We have developed ADACC (Antic-
ipative Dynamic Adaptation to Concept Change), a system that uses this kind of second
order learning to accelerate its adaptation to changing conditions in the environment.

2 Relevant Works

Notable works that have confronted the anticipation of concept change include the Pre-
Det [1] algorithm which uses decision trees as classifiers and anticipates future trees,
and RePro [2] which stores the observed concepts in a Markov chain relying on the
assumption that concepts repeat over time.

In the following, we first introduce the adaptive architecture of the learning system
we take as our basis (Section 3.1). Then, we present the core of this paper which is the
anticipating mechanism that builds upon it (Section 3.2).

3 Concept Changes: Adaptive and Anticipative

3.1 Adapting to Concept Changes

The idea is to maintain a pool of base learners {hit}1≤i≤N , each of them adapting to the
new input data. The main principles of these ensemble methods are the following:
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– Each base learner continuously adapts with new incoming data until it is removed
from the pool.

– Every τ time steps, the base learners are evaluated on a window of size τeval.
– Based on the results of this evaluation, the deletion procedure chooses a base learner

to be removed.
– A new based learner is created and inserted in the pool. It is protected from possible

deletion for a duration τmat.
– For each new incoming instance xt, the prediction H(xt) results from a combina-

tion of the prediction of the individual based learners ht(xt).

Our base learners can be any supervised predictors. The evaluation procedure counts
the number of erroneous predictions on the last τeval time steps. The deletion strategy
randomly selects one base learner from the worst half of the pool evaluated as above.
The global prediction uses the prediction from the current best base learner. This simple
method leads to fast adaptation when the underlying concept changes.

3.2 Anticipating Concept Changes

In the following, we first describe a mechanism for the recognition of the relevant states
of the world before presenting the second-order learning mechanism that works on
these states in order to predict future models.
Recognition of the relevant states of the world

The list of past snapshots (descriptions of past concepts)MLT = {C1, C2, . . . , Ck},
ordered according to their time appearance, is the basis of the second order learning
mechanism. It serves two purposes. First, it provides a sequence of successive states of
the environment that can be used by a learning algorithm in order to predict the most
likely future state in the series. Second, it stores a memory of past successful states of
the world, models that should be repeatedly tested against current data in case a recur-
ring concept can be recognized.

The technique we propose to recognize when to take a new snapshot is based on the
assumption that, given a stationary environment and a sequence of examples of suffi-
cient length, the base learners converge toward approximately the same, near optimal,
concept, as measured by their prediction performance. Therefore, one way to detect that
a stationary environment has settled is to check that the diversity of the base learners is
low, under some threshold, while their prediction rate peaks.

We use the kappa statistics K [3] in order to compute the diversity. The stability
index at time t, Istability = agreement− error is computed over the last τs received
examples where agreement and error are computed over the best half of the current
hypotheses in the pool. Each point in the stability index curve, over some predefined
threshold θI , is suggestive of a stable environment. In order to avoid storing redundant
snapshots, we use again the kappa statistics to measure the agreement between a can-
didate snapshot h∗t and elements of MLT . Only when this agreement is low enough
(below a threshold θd) it is added toMLT .
The long term memory and second order learning

In our experiments, we used Elman’s recurrent neural networks as predictors. A
network is trained on the pairs of consecutive concepts in MLT : {(Ci, Ci+1)}k−1

i=1 in
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order to predict the next likely snapshot C̃k+1. The predicted snapshot is then tempo-
rally added to the list of snapshotsMLT . It is replaced by the next snapshot Ck+1 when
this one is acquired. Each snapshot in the list is then treated on an equal footing with the
base learners in the pool of the adaptive ensemble method. The snapshots are therefore
evaluated according to the evaluation strategy used by the adaptive ensemble to evaluate
the base learners in the pool. A snapshot is used for prediction if its evaluation record is
the best among all candidate hypotheses from both the pool of base learners andMLT .

4 Experiments

We did experiments on an artificial data set to simulate recurrent and predictable con-
cept changes while controlling the timing of the change and its speed (abrupt, or more
or less gradual). The input space X is d-dimensional and the target concept is a linear
decision boundary described by the relation y(x) = sign(

∑d
i=1 wixi + w0). The ex-

periments were carried out on a stream with 7,150 time steps and hence data points.
Twelve concept changes were simulated by changing the weights {wi}di=0 of the target
hyperplane. The first 7 concepts were obtained through successive additions or sub-
stractions of constant values to the weights. The last 6 concepts were recurring con-
cepts. The changes happened either suddenly or gradually between successive target
concepts. The transition between consecutive concepts took from 0 to 200 time steps
and changes would start happening every 400 to 700 time steps. We report results for
the 10-dimensional case. The base learners were perceptrons with 10 input units and
one output unit, involving 11 weights (10 + 1 for the bias). The Elman’s networks took
as input the 11 weights of a snapshot and gave as output the 11 weights of the next
predicted snapshot. The parameters for the anticipative meta-learning system were set
respectively to θI = 0.9 and θd = 0.8 while τs = 100. The remaining parameters
concern the adaptive mechanism, and were optimized in order to not unfairly attribute
gains to the anticipative process. They were set to N = 10 and τeval = τmat = 20.

Figure 1 illustrates the mechanism for the selection of snapshots on the data stream
and it shows the evolutions of the prediction performance over 10 repeated experiments.

Even though the concept changes occur at varying dates and with varying speed,
the anticipation mechanism is able to predict relevant foreseeable target concepts that,
in turn, are quickly recognized as the best for labeling the incoming examples. This
brings significant gains in the online performance starting already after the 4th change
of concept, and the gain increases thereafter with each new concept change.

5 Conclusions

ADACC is a general framework to endow adaptive online learning systems based on
an ensemble approach with second order learning capacity. It provides means (i) to
identify the relevant stationary states of the world, (ii) to anticipate likely future states,
and (iii) to recognize recurring states if they ever arise. Few parameters are involved in
the second-order learning scheme and they do not need to be finely tuned.
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Fig. 1. The top plot shows the evolution of the stability index. Small squares indicate the time
steps where candidate snapshots are considered, and (red (or black) squares) when they are re-
tained. The bottom plot shows the online predictive performance of the adaptive learning strategy
(continuous (blue) line) and with the second order learning taking place. They are averaged over
10 repeated experiments. The beginning/end of concept changes are indicated as vertical dotted
lines. In case of gradual concept changes, the transition period between consecutive concepts is
colored in gray. The online predictive performance is reset every time a transition is complete.

The empirical evaluation shows that second order learning yields substantial gains
in prediction performance over a mere adaptation policy. Furthermore, second order
learning can only improve and never deteriorate the prediction performance.

Our future plans include testing possible strategies for the management of the mem-
ory of snapshots in order to keep its size under control, for instance, by deleting the
oldest or the least recurring snapshots from the memory. Another future avenue is to
evaluate ADACC on datasets of real-world applications, such as product recommenda-
tion systems which evolve with time depending on user preferences or market mood,
and can also undergo concept recurrence, for instance, when past fashion comes back.
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Abstract. Survival analysis deals with monitoring entities over their 

lifetime. The definition of "birth" and "death" events depends on the na-

ture of a given entity.  When we observe an infinite stream of birth and 

death events, at each point in time some of the monitored entities are 

"right-censored", i.e. we know the time elapsed since their birth event, 

but their death event has not occurred yet and we do not know when it 

will occur in the future.   Often, the snapshots of partially censored ob-

servations keep arriving over time in the form of a data stream. Given 

each snapshot, we may be interested to predict the timing of death 

events for all live entities or, alternatively, to predict their label ("sur-

vived" or "failed") as a function of time. In this research, our intention 

is to modify standard classification algorithms, such as decision trees, 

so that they can seamlessly handle a snapshot stream of both censored 

and non-censored data. The objective is to provide reasonably accurate 

predictions after observing relatively few snapshots of the data stream 

and to improve the classification model with additional information ob-

tained from each new snapshot.   

Keywords: Data stream mining; survival analysis; censored data; clas-

sification; probability estimation. 

1 Extended Abstract 

1.1 Motivation 

Survival analysis [2] deals with monitoring entities over their lifetime. The definition 

of "birth" and "death" events depends on the nature of a given entity.  In the health 

care domain, the "birth event" may represent the biological birth of a patient as well 

as some medical procedure (e.g., surgery), whereas the "death event" may indicate the 

actual patient's death or some critical change in the patient condition (e.g., cancer 

recurrence).  

Survival analysis is applicable to many additional domains.  Thus, in Customer Rela-

tionship Management (CRM), the entities are customers who are "born" when they 

subscribe to a service and "die" when they churn.  The service provider is usually 
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interested to estimate the customer retention ("survival") probability within a pre-

defined period (e.g., one year).  In the equipment maintenance domain, an item (e.g., 

a vehicle) is born when it is manufactured or shipped to a customer and it dies when 

there is a failure. Car manufacturers are particularly interested in estimating the fail-

ure probabilities during the warranty period.  

When we observe an infinite stream of birth and death events, at each point in time 

some of the monitored entities are "right-censored", i.e. we know the time elapsed 

since their birth event (called "observed lifetime"), but their death event has not oc-

curred yet and we do not know when it will occur in the future.   Often, the snapshots 

of partially censored observations keep arriving over time in the form of a data 

stream.  Given each snapshot, we may be interested to predict the timing of death 

events for all live entities or, alternatively, to predict their label ("survived" or "dead") 

as a function of time. 

1.2 Proposed Methodology 

The traditional approach to estimating the survival probability is to use the entity age 

as the only predictive feature.  The Kaplan-Meier method (also called the product-

limit estimator) is used to estimate the survival function, the probability to survive 

beyond a specific time from incomplete observations. It was first proposed by Böh-

mer in 1912 and rediscovered by Kaplan and Meier in 1958 [1].  The survival proba-

bility is estimated separately for each observed lifetime in the dataset. It is assumed 

that the probability of surviving each lifetime is statistically independent of every 

other lifetime. The Kaplan–Meier estimate of the survival curve S(t) is then: 
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where  n(ti) is the number of objects “at risk” (not lost through censoring or failure) at 

time ti and  di  is the number of objects which failed at time ti. Usually di = 1, since ti  

is chosen as the observed time to failure. 

The purpose of the algorithm proposed here is to provide an accurate probability es-

timation model for each incoming data snapshot, with special consideration to cen-

sored records.  The goal is to estimate the probability of an event (such as a disease 

recurrence in a patient or a technical failure in a car) within a pre-defined “follow-up” 

period based on multiple predictive features (such as patient demographic data or 

vehicle usage data). In each snapshot, the model induction process is done in a similar 

way to the approach of [4] by estimating the probability of the different outcomes of 

censored records based on the survival curve estimation. However, unlike the study 

of [4], which is aimed at inducing an accurate classification model from a single snap-

shot of survival data, here we deal with a stream of snapshots that keep arriving over 

time, whereas we are interested to estimate the failure probability for records in each 

new snapshot. 

In each snapshot, there is a record for every monitored entity. If the record has a class 

label (it has a failure or its follow-up period has expired) then this record can be con-
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sidered as uncensored. Otherwise, this record will be considered as censored and it 

will be stored along with its age (observed lifetime) value – the time, which passed 

since its creation (“birth”). The age value is used later to calculate the record weight 

based on the Kaplan-Meier estimation. The algorithm also compares the current and 

the previous data snapshots to determine for each record, whether this record became 

uncensored for the first time in this snapshot or not. 

For every censored record, instead of a single outcome, two class labels are consid-

ered: survival and failure.  Given the age Tx of a censored record x and the follow-up 

period Tf (Tx ≤ Tf), the weight of the record survival outcome is calculated by Eq. 2. 

       
  (  )

      
 (2) 

Where       is the Kaplan – Meier estimation for survival probability at a time t 

based on Eq. 1.  The weight of the failure outcome is               . 

To avoid dealing with record "portions", two record copies are created: one labeled by 

S and weighted with the    value and the other one labeled by F and weighted with 

the    value. Censored and non-censored records can be easily combined into a sin-

gle dataset by assigning each non-censored record x the weight of       1.0. The 

probability of each class label C (survival S or failure F) in the resulting dataset is 

then calculated by Eq. 3. 

      
∑        

∑      
  (3) 

Where the values of      are calculated by the Kaplan – Meier estimation for 

censored records and are equal to 1.0 for non-censored records. 

1.3 Preliminary Results 

The accuracy evaluation of the algorithm is done in every snapshot by applying the 

model induced from the previous snapshot to the new uncensored records in the cur-

rent snapshot. We assume that the focus on those records as a testing set reflects well 

the real-world scenario where at each point in time we are interested to estimate the 

failure probability for censored (unlabeled) records only. The model accuracy is eval-

uated by building an ROC curve and calculating the Area under ROC curve (AUC). If 

the accuracy is significantly below a certain value defined explicitly by the user then 

the model is considered inaccurate implying that it should be replaced by a new mod-

el based on the new information. Each new model is based on all the data available in 

a given snapshot, including censored records. This is done by estimating the distribu-

tion of the different classes for each censored record according to the survival curve 

estimation as described in [4]. 

In warranty data and survival data, we are interested in failure prediction model for a 

specific pre-defined prediction period, also called “follow-up period” [4]. For exam-

ple, in warranty data, one of the natural prediction periods would be the warranty 

period. Usually the period starts with a special 'birth' event which denotes the event 

when the 'clock starts ticking' towards a failure (“death”) event. In warranty data, such 
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an event may be associated with the product delivery to the customer.  The follow-up 

period can also be defined as any usage interval in warranty data (e.g., car mileage 

between 1,000 and 2,000 miles). 

We are currently evaluating our algorithm for mining censored data streams on sever-

al real-world datasets from the following domains: vehicle warranty data, patient re-

infection data, and customer retention data. According to our preliminary results, the 

proposed algorithm may increase the predictive accuracy by as much as 20% vs. the 

baseline approach, which ignores the censored data. 

1.4 Future Research 

For simplicity, our algorithm refers to situations where only two outcomes are possi-

ble for each entity: “success” (survival of the follow-up period) and “failure”. This is 

a typical case in warranty data and in survival analysis. An extension to the general 

case of censored data where multiple outcomes are possible is straightforward and 

requires minor adaptations in all steps of the algorithm. 

Although the algorithm proposed here produces a model for a classification problem, 

it may easily be adapted to the case of probability estimation problem. For example, 

instead of a simple decision tree model, the algorithm may use the probability estima-

tion tree (PET) model [3], which can reflect different probabilities for each outcome.  

The decision whether to produce a classification model or a probability estimation 

model in a given domain is subject to the user preferences. In some domains, such as 

in warranty data of high quality products, there are very few records of actual failures. 

In such cases, a classification model is useless – it will always predict a “success”. A 

probability estimation model would be an obvious alternative in such cases.   In gen-

eral, any classification model can be adapted to the proposed algorithm as long as it 

can process weighted data instances.  The induced models can be evaluated using 

various measures such as classification accuracy, classification sensitivity, AUC (as 

in the case of the warranty data example), etc. 
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Abstract. Monitoring space crafts is necessary to provide reliability and
to avoid critical damage. Research on data stream processing provides a
huge potential to facilitate, simplify, and enhance these monitoring tasks.
We apply results from data stream research to our real-world scenario.

1 Introduction

Space crafts such as the ISS Columbus Module are complex systems with as-
sociated ground-stations. Space crafts are constantly monitored and controlled
for keeping these systems reliable, stable, and healthy. Monitoring is applied on-
board and remotely by telemetry and commands. To fulfil these tasks such sys-
tems are equipped with sensors that continuously produce sensor data streams.
Data streams are used for online monitoring, control, and offline analysis. On-
line monitoring and offline analysis are prerequisites for anomaly detection, early
detection of sensor degradation, and to identify the current system behaviour.
These monitoring and control tasks are very time consuming and resource inten-
sive. For remote systems any equipment failure must be avoided. The life-time of
a space craft can be separated into the following four phases: design, integration
and test, launch and activation, and operation.

The present paper aims to summarize and discuss our work on data stream
processing in the context of space craft telemetry data. Please consider the fol-
lowing publications for further information and insights. Publication [1] demon-
strates problems of the previously applied monitoring process. Publication [2]
delineates the basis of our new monitoring approach under consideration of data
stream processing. On this basis, publication [3] presents a real world case study
with the use of complex event processing. The publications [4] and [5] give in-
sights to frameworks and architectures used for our new monitoring approach.

In order to discuss our new monitoring approach, we provide a problem
description in Section 2, explain system states and describe the ISS Columbus
Failure Management System in Section 3, and delineate necessary gaps between
data stream research and our lessons learned from monitoring the ISS Columbus
Module in Section 4. Finally, Section 5 concludes our work.
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2 Problem Description

Limit monitoring is a traditional monitoring approach that is broadly used over a
variety of application domains. It is mostly applied by means of one-dimensional
thresholds and can be used to detect gradual and sudden changes (concept drift
or concept shift). However, limit monitoring considers only a few sensors while
complex interrelations between system components, different data streams, and
the credibility of the sensors itself (e.g. broken sensors) are ignored. Limit mon-
itoring can be used to identify anomalies but without any indication of the root
cause. Limit monitoring is robust enough to cover scenarios resulting in a com-
plete loss of a function. Nonetheless, it is not robust enough in cases where a
performance degradation has to be detected within noisy environments. This led
to failures situations which were being neglected in the past [1].

Model-based monitoring is often used in the area of monitoring space crafts.
It is utilized to build an early and static model of a space craft during design
and test phases. Although, building such a preliminary model is very expensive
and time consuming while the latter application environment (e.g. the space) is
rather insufficiently addressed. Model-based monitoring approaches suffer from
limited knowledge during design and test phases. Hence, the resulting model
becomes very complex and inflexible during operational phases. Unpredictable
changes of the system behaviour can occur at any time due to wear and tear or
crashes. These changes might not been considered by the model; and therefore,
maintenance becomes very intricately during operational phases [1, 5].

3 ISS Columbus Failure Management System

We distinguish between three possible categories of system states. The system
works correctly if the system is in a default state and the system works incor-
rectly if the system reaches an error state. Both states assume that there exists
knowledge about the system behaviour. The system does not work as expected
if the system reaches an anomaly state and it exists no knowledge [3].

The implementation of the ISS Columbus Failure Management System [1,2] is
distributed over different instances while each instance is responsible for different
tasks and constrains. On-board instances should work automatically and in real-
time while interaction with human experts is excluded. The on-board diagnosis
entails the following functions: signal filtering, signal analysis (e.g. monitoring,
classification or state detection, and trending), and data interpretation. Ground
instances work semi-automatically and in long-term while human experts foster
in-depth analysis (e.g. identification of failure causes). Offline data diagnosis cov-
ers the following tasks: data clustering, training of classifier models, knowledge
base maintenance, system configuration, and validation. Moreover, user services
are provided which involve the following capabilities: display of information (e.g.
cockpits), user notification (e.g. email), telemetry and events logging, and au-
tomatic response to requests. The on-board instances are connected to ground
instances via a downlink. The sensor data which is produced on the ISS Colum-
bus Module is sent to the ground station (e.g. control centre) almost entirely
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(down-sampled). Down-sampling is mainly achieved by signal filtering and re-
ducing the previous sampling frequency. A mission archive is used to store the
transmitted data for long-term analysis and to plan long-term corrective actions.

4 Discussion

Based on the aforementioned system states, appropriate data stream processing
algorithms must provide classification for identifying the current system state
(default or error states) plus drift and anomaly detection for identifying gradual
changes and sudden changes as well. The detection of the current system state
can be a prerequisite for executing automatic actions. The application of data
stream processing provides enormous advantages for recurring and long-duration
missions. Furthermore, the aforementioned interpretation of system states pro-
vides a very flexible monitoring approach which can be used over all life-time
phases and over all space craft instances (on-board and ground). Experiences
gained during the integration and test phase are essential for the operational
phase. Moreover, it is possible to compare different space craft missions and to
provide historical data to avoid already occurred failures for future missions.
Contradicting to model-based monitoring approaches, the described monitor-
ing approach works empirically. Hence, it is an universal monitoring approach.
Model-based monitoring approaches usually do not provide such comparisons
due to specialized models for each mission. We performed experiments to under-
score these statements [3, 5].

There exists a widely adopted assumption that data streams cannot be stored
almost entirely. This assumption contradicts some real world applications. The
presented example shows that data streams are stored in mission archives. His-
torical data are a prerequisite for long-term failure analysis and for planning
long-term corrective actions. Such long-term corrective actions must be evalu-
ated and assessed by human experts in order to avoid unwanted side-effects.
Archives are necessary because human experts are responsible for related deci-
sions and actions which have to be comprehensible.

Many data stream processing algorithms necessitate the existence of labelled
training data during runtime for training a stream model. Such algorithms entail
three drawbacks in the context of monitoring space crafts. First, the provision of
labelled training data during runtime cannot be always guaranteed. Data anal-
ysis is a prerequisite in order to provide valid, assessed and adequate labelled
training data. Second, model training or retraining during runtime expends com-
putational resources which are actually envisaged for system monitoring. This is
a problem while monitoring is applied under resource restrictions (e.g. proces-
sor speed or memory and power consumption). Third, training unvalued models
during runtime can cause unforeseeable and critical side-effects for the system
and the monitoring process. This can in turn cause critical system failures. The
assessment of the resulting data stream models is often neglected by online train-
ing methods. While data analysis is performed on external information systems
by human experts with the use of historical data it is preferable to train stream
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models offline. The trained models can be transmitted to the on-board instances
after evaluation and assessment. However, predefined online adaptation of the
data stream model could be an appropriate approach.

5 Conclusion and Future Work

We discussed ongoing work on data stream processing in the context of mon-
itoring space crafts. Our discussion provides three main conclusions and hints
for future work. First, data streams are stored almost entirely in some applica-
tion domains. Second, data analysis is applied semi-automatically and human
experts are obliged to validate their decisions and the resulting stream mod-
els. Third, lightweight data stream processing algorithms are necessary which
consider restricted system resources while offline training is preferable.
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1 Introduction

Clinical record integration and visualization is one of the most important abili-
ties of modern health information systems (HIS). Its use on clinical encounters
plays a relevant role in the efficacy and efficiency of healthcare. However, the
amount of data currently being produced, stored and used in hospital settings
is stressing information technology infrastructure; integrated HIS of central hos-
pitals may gather millions of clinical documents. One solution is to consider a
virtual patient record (VPR), created by integrating all clinical records, which
must collect documents from distributed departmental HIS. Our vision is that
the problem is better modeled in the distributed streaming data paradigm, since
distributed streams of documents are produced in the entire hospital, which are
to be collected by the VPR, which has then to process and manage the corre-
sponding centralized stream of documents.

2 Patient records and evidence-based medicine

Evidence-based medicine relies on three information sources: patient records,
published evidence and the patient itself [1]. Even though great improvements
and developments have been made over the years, on-demand access to clinical
information is still inadequate in many settings, leading to less efficiency as a
result of a duplication of effort, excess costs and adverse events [2]. Furthermore,
a lot of distinct technological solutions coexist to integrate patient data, using
different standards and data architectures which may lead to difficulties in fur-
ther interoperability [3]. Implementing a Virtual Patient Record (VPR) system
provides an adequate and cost-effective solution for most clinical information
needs, as data is gathered from different HIS distributed across the entire hos-
pital. As more and more patient information is stored, it is very important to
efficiently select which one is more likely to be useful and promote it in a sce-
nario where scarcity of resources (screen space, storage space, bandwidth and
doctors time) is very real [4]. To assess the likelihood of document access, the
system’s log file could be used. The log file is where all actions performed by
users of information systems are recorded. Intentionally and originally created
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and kept for audit purposes, these logs can provide very interesting insights into
the information needs of health-care professionals in some particular situations,
although most of the times the quality of these logs is not delivering [5].

3 A proposal for a streaming virtual patient record

The current setting is a central hospital that has several departmental informa-
tion systems (DIS) that produce clinical documents (e.g. radiology documents
and lab results) that might be relevant for the practice of healthcare. The ac-
cess to this documents is better achieved by a centralized information system
that integrates all the different departmental systems, aggregating the docu-
ments that are most relevant for the current encounter [3]. Between May 2003
and May 2004, a virtual patient record (VPR) was designed and implemented
at Hospital S. João, a university hospital with over 1350 beds. An agent-based
platform, Multi-Agent System for Integration of Data (MAID), ensures the com-
munication among various hospital information systems [6]. Clinical documents
are retrieved from clinical department information systems (DIS) and stored into
a central repository in a browser friendly format. MAID is now running for the
last 9 years, regularly scanning 14 DIS and collecting about 7000 new documents
each day. Currently, over 340 doctors are using the system on a daily basis [7].

The vision we present here is that the problem is better modeled in the dis-
tributed streaming data paradigm, defining a Streaming Virtual Patient Record
(SVPR), since distributed streams of documents are produced in the entire hos-
pital, which are to be collected by the VPR, which has then to process and
manage the corresponding centralized stream of documents.

3.1 Current virtual patient record

Each departmental information system produces a stream of documents, the
production rate of which is highly dependent on date and time of production,
but also on other factors specific to the department itself (e.g. type of document).
This creates a heterogeneous network of distributed data streams.

In the current setting, the central VPR receives an increasing rate of 200+
documents per hour, corresponding to the daily 5300+ patients in the hospi-
tal (including inpatients, outpatients and emergency rooms) which need to be
processed. The VPR tracks information on visualizations performed by 4850+
users. Older documents tend to be less frequently visualized in encounters but,
for example, nearly half of the visualizations in 2010 and 2011 targeted docu-
ments older than January 2009, so old documents cannot be discarded. During
an encounter with a patient, and considering that only documents from that pa-
tient are relevant (which is most of the times true) the pool of documents that
one of the currently active 2375 users might access is 537.9 (average number of
active documents per active patient). Clearly, the user cannot be presented with
a list of 530+ documents, so a ranking is needed to prioritize the most relevant.
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3.2 Requirements for a streaming approach

The virtual patient record already uses mobile agents to asynchronously collect
documents from multiple departmental information systems, creating a single
stream of collected documents. Parallel to that stream, we need to track the
visualization of the documents by the user, in order to adapt the system to the
probability of visualization of each document. Hence, there are two main data
streams being managed: a stream of documents being produced; each element is
a new document (or a new version of an existing one); and a stream of visual-
ization events; each element is an event of visualization of a previously produced
document. The proposed streaming VPR should be able to perform the following
tasks:

1. collecting documents produced in distributed departmental HIS;
2. updating a previously collected document with a new version produced by

the original HIS;
3. managing the stream of documents being collected by the streaming VPR;
4. keeping track of documents visualization events;
5. ranking available documents to present to the user of the streaming VPR;
6. deciding which documents should be kept in primary storage and which

should be sent to secondary storage.

Such a system should deal with the high-rate of data production in terms of
efficacy (the system is able to gather clinical documents and displayed them to
requesting users) and efficiency (requested documents are readily available at
time of request and preferably not stored in secondary storage devices).

4 Current state and proposed stream model

Tasks 1 and 2 are already performed by the current VPR [6] and being ad-
justed [8]. Task 4 is implemented using audit track logs and has been studied in
batch [4, 7]. Task 5 is now being tested, using simple statistical methods to infer
visualization probability [9]. Task 6 is not yet implemented. For task 3 (and
corresponding adaptation of all other tasks), we need to define the most ap-
propriate stream model. The first stream is gathered by integrating documents
from heterogeneous information systems, which should be modeled according
to the insert-delete or turnstile model [10], allowing that observations might be
updated or deleted by future events (some clicnical documents are subject of
validation and revision, deactivating the previous versions of that document).
The second one is controlled in the VPR but it only tracks information on vi-
sualizations, so it should be modeled according to the insert-only or time series
model [10], since the event of visualization is not subject of deletion. However,
given the predictive task of our system, we could consider the accumulative or
cash-register model [10], where each observation is an increment to a given sum,
i.e. the counters of the current number of visualizations of each document.

Addressing the problem from the data stream approach will increase the
ability to process and store clinical documents, as well as improve the usability
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of the virtual patient record. Furthermore, the track logs can give insights into
the information needs of healthcare professionals in a particular situation. The
study of these logs, using streaming machine learning algorithms, should allow
us not only to describe how the systems were used, but may also be useful to
predict future use of the system and of the data items it contains.
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1 Background: Earthquake Data

Earthquakes are natural disasters with an effect proportional to their causalities
and caused destruction. Although the media report about only a few earth-
quakes in different regions of the world every year, earthquakes actually occur
much more frequently, with varying impacts on their surrounding regions. One
of the trusted sources of information about earthquakes is the USGS (United
States Geological Survey) and its section NEIC (National Earthquake Informa-
tion Center), whose missions are to quickly discover the most recent destructive
earthquakes in terms of location and magnitude, and to broadcast this informa-
tion to international agencies and scientists.1 The USGS offers an online catalog,
the ANSS Comprehensive Catalog (ComCat), which stores information about
earthquake source parameters (e.g., hypocenters, magnitudes, phase picks and
amplitudes) as well as other summaries and moments. This data is produced
from a large network of seismic stations scattered around the globe.

The seismic signals of an earthquake reach few seismic stations, which ma-
nage to locate its hypocenter by analyzing the seismic P-wave, one of the different
seismic waves created by an earthquake. The P-wave is the fastest wave, spread-
ing with a speed of about 5−8 km/s. From the list of the arrival times of P-waves
at different stations, an estimate of the hypocenter is produced. Another type of
seismic wave is the S-wave, which spreads slower than the P-waves in about 3−5
km/s. Despite being slow, these waves hold most of the seismic energy gener-
ated by the earthquake, which can be used to estimate its magnitude. Different
updates on the location and the magnitude of an earthquake are performed as
more information is gathered. These updates are done in the next hours and days
after the earthquake. Further updates on the estimated magnitude are possible
after more sophisticated analysis.

2 Challenges

From a stream analysis point of view, earthquakes provide a potentially inter-
esting source of data, especially since earthquake data is produced continuously

1 http://www.usgs.gov/, http://earthquake.usgs.gov/regional/neic/
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in the course of time. More importantly, this type of data exhibits a number of
characteristics that make is specifically challenging:

1. Event data: The data produced by earthquake monitoring essentially cor-
responds to event data, i.e., information about the time points at which a
specific type of event occurs. This type of temporal data is well known in
statistics but has received little (or actually no) attention in data mining
and machine learning (on streams) so far.

2. Spatio-temporal analysis: The data does not only have a temporal but also
a spatial dimension, namely the location of an earthquake. Considering both
dimensions simultaneously leads to spatio-temporal data analysis, which has
been studied extensively in the static setting but much less in a dynamic
or online setting. Moreover, the effect of the spatial dimension is highly
nonlinear and hence calls for an appropriate modeling of its influence.

3. Delayed observations: Information about earthquakes often arrives with a
delay of non-constant length. These delays could range from hours to days,
as they are provided by a wider contributing network of seismic stations.

We elaborate on each of these challenges in Sections 3, 4 and 5, respectively.

3 Event History Analysis on Data Streams

Event history analysis is an established statistical method for the study of tem-
poral “events” or, more specifically, questions regarding the temporal distribu-
tion of the occurrence of events and their dependence on covariates of the data
sources. In [Shaker and Hüllermeier, 2013], we made a first step toward analyz-
ing this type of data in the context of data streams. To this end, we develop
an incremental, adaptive version of event history analysis (EHA), which is a
standard statistical method for event analysis. The basic mathematical tool in
EHA is the hazard function, which models the “propensity” of the occurrence of
an event (marginal probability of an event conditional to no event so far) as a
function of time.

To the best of our knowledge, EHA has not received much attention in the
stream setting so far, which is arguably surprising for several reasons. Most
notably, the temporal nature of event data naturally fits the data stream model,
and indeed, “event data” is naturally produced by many data sources, including
but not limited to earthquake data.

To make event history analysis applicable in the setting of data streams, we
develop an adaptive (online) variant of a model that is closely related to the
well-known proportional hazard model proposed by Cox [Cox and Oakes, 1984].
In this model, the hazard rate may depend on one or more covariates associated
with a statistical entity. More specifically, in the proportional hazard model, the
effect of an increase of a covariate by one unit is multiplicative with respect to the
hazard rate. We estimate the influence of the covariates by adopting the sliding
window approach, assuming that the hazard rate is constant on every window.
To this end, an online version of a maximum likelihood estimation procedure
has been developed.
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4 Event History Analysis for Earthquake Data

We applied our streaming version of EHA to the analysis of earthquake data.
The earthquakes were collected in the time period between the 1st Jan 2000 and
the end of 27th Mar 2012. In total, we collected 319,884 earthquakes around the
entire globe. While the temporal aspect is naturally captured by the hazard rate
model, the spatial aspect is incorporated through the use of spatial information
as covariates of the data streams. In other words, the vector of covariates is
describing the spatial location of a data source.

In our setting, we assume to observe event sequences for a fixed set of sources,
each of which corresponds to a data stream. In order to define these sources, we
discretize the globe both in terms of longitude and latitude, and associate one
source with each intersection point. Moreover, in order to account for possibly
nonlinear dependencies between spatial coordinates and risk of earthquake, we
define the features of the data sources in terms of a fuzzy partition, that is, a
partition defined in terms of fuzzy sets as shown in Figure 1(c). In contrast to
a standard partition defined in terms of intervals, this allows for a smooth tran-
sition between spatial regions. A two-dimensional (fuzzy) discretization of the
globe is defined in terms of the Cartesian product of these two one-dimensional
discretizations, using the minimum operator for fuzzy set intersection.

Deriving time-dependent estimates of the model parameters on time windows
of 180 days shifting every 30 days, several interesting observations could be made
for data from the last decade. For example, as can be seen in Figure 1(a), the oc-
currence of Tohoku’s earthquake in March 2011 comes with a significant increase
in the coefficients of the fuzzy sets covering that area. The coefficient of the green
line increases by a factor of 4 till few hours before the earthquake, indicating an
increased hazard rate for the area where the earthquake has occured.

5 Dealing with Time Delays

As already mentioned, information about earthquakes may arrive with a certain
time delay, and information about past events might be updated in the course
of time when more accurate information is available.

To get an idea of the relevance of this problem, we took different snapshots
of all available earthquakes that occurred during the time interval from A =
1-Jan-2000 till B = 21-May-2013. Repeating this operation every half an hour
for about one month, we generate snapshots of earthquakes on the intervals
[A,B+ i×30 min], i ∈ {0, 1, . . . , 1440}. We can then compare pairs of snapshots
s1 and s2 taken for periods [a, b] and [a, b+∆] on the shared time interval [a−δ, a].
This comparison reveals how many events occurring in [a − δ, a] are contained
in snapshot s2 while being absent from s1. Thus, it allows for discovering the
number of events coming with a delay. Figure 1(c) shows different combinations
of δ and ∆, with δ on the horizontal axes and assigning different colors to the
different values of ∆. As an example, we can see that an average of 193.03
earthquakes are observed with a latency bounded by 6 days. Needless to say, by
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simply ignoring delays of that extent, the results of EHA on data streams might
be strongly biased. The question of how to handle time delays in a proper way
is part of ongoing work, but a convincing solution has not yet been found. In
fact, learning from delayed feedback has not received much attention in the data
stream community so far, despite existing work in the related setting of online
learning (e.g. [Joulani et al., 2013]).
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Fig. 1. The collected earthquakes plotted by their geographic coordinates. (a) earth-
quakes only; (b) with coordinates lines (lat,lng); (c) fuzzy partitions on the two coordi-
nates. (d) The coefficients of features for the region of the 2011 significant earthquake;
(e) The average number of delayed events categorised by their delay.
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